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Reasoning Models

Text Reasoning

Input Prompt (a) Generic Reasoning

- A
IO EaN o o - There are 2 cyclists from Spain.
Rank Cyclist — L 9077 —» They are Alejandro and Haimar.
1 | Alejandro (ESP) A The answer is Spain. %
2 Davide (ITA)
3 Paolo (ITA) N
4 Haimar (ESP) - .
[Guestion] (b) Program-aided Reasoning

Which country had the
most cyclists finish with in
the top 3?

SN

(=)
LLM

SQL: SELECT Country FROM

O (=)
— R O D_,, table WHERE Rank<=3 GROUP

BY Country ORDER BY
COUNT (*) DESC LIMIT 1 X

Multiple R Steps in G

Reasoning fails to solve the complex table.
Question asks cyclists in top 3 but Haimar is
not in top 3.

[ 4 [ Haimar EsP) |

/

Generated Programs in Program-aided
Reasoning fails to solve the complex table.

SQL can’t execute the query since "Country" is

in the same cell with "Name".

Alejandro (ESP)
J

~\

(c) Chain-of-Table (ours)

Step 1: Sample next operation based on
Table, Question, Operation History

O
(=)

O O

1
o o lAddad Col Header = 'Coumry"! '
D f add_col() |—» &S0 — !
O O
LLM LLM

Input Prompt (next iteration)

Step 2: Generate arguments .
for the sampled operation '

O

| Added Gol Cells = "ESPITA,..."| .
1

Step 3:

e
OP
Pool

[Intermediate Table] |Rank

Gyc. | Country Transform table to'

]

Alej.| ESP store the tabular .

[Question] Which country ..

“#— reasoning process,

[Operation History]

1

. 1

. in the top 3? '
'

i

Iteratively repeat Step 1, 2, 3 with the
intermediate table & the operation history
>

Complete Operation History
Represent Tabular Reasoning Chain

Iter 1: f_add_col(Country)
Iter 2: f_select_row(1,2,3)
Iter 3:| f_group_by(Country)
Iter 4: f_sort_by(Count)

Final Query Prompt

[Q] Which country had [Gountry | Count
the most cyclists finish TA >
with in the top 3? EsP 3

Lo g8 — Italy v/

Chain-of -Table: Evolving Tables in the Reasoning Chain
for Table Understanding, ICLR 2024
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Question: Subtract all
brown objects. Subtract
all large purple cylinders.
How many objects are
left?

Ground Truth: 1.

Vision Reasonin

%) Math ’_ Merged
A
D b LLM ‘ 9~ VLM
SERERNEER |
Vision PEDNIECEED O T i s ] ]
Tower & 1 m
Projector -
|||
EEREENEED /Hm
(][] (]] [ | [
Fail to do reasoning Q Equipped with CoT reasoning
VLM: There are 3 objects left. @ Math Empowered Merged VLM: There are three objects in

VLM with CoT prompt: There are two objects
left: a blue sphere and a purple cylinder.

total: one brown egg, one small blue ball, and one large purple
cylinder. If we subtract the brown egg and the large purple
cylinder, we are left with one small blue ball. The answer is 1.

Bring Reason to Vision: Understanding Perception and Reasoning through
Model Merging, ICML 2025
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Lecture Video Understanding

Can video LLMs really understand real

world lectures?

NOT YET.

Multi-Discipline Video Lecture

structural isomers

mabecules with the same molecular
formula but differing connectivity

Mathematics

%Eé Physics

% Chemistry

stérecisomers chirality
Br Br i Br Br

chieal conber/stereccenter /sbereopenic center

these molecules

a molecule that ks not superposable

are mirror images on its mirror image s called chira

label all the chiral centers

)
i1

{7} Review Notes

% The video features a person in a room with beige walls and white trim, wearing a dark cap.

The background includes a door and some furniture. Initially, the person begins to write
i i i i « starting with [(2x) * (3x + 2) *
2x+4)* (2x+ 6] = 13440". As the explanation progresses, more terms are added...

Perception Question 1:

In the description, where is the mathematical content positioned in the frame?

Ceg

g The mathematical content is positioned on the right side of the screen. 3

The answer is ‘On the right side’.

Perception Question 15:
In the description, how is the original problem written algebraically?

@ (2%) * (2x+ 2) * (2x + 4) * (2x + 6) = 13440 e

The answer is ‘(x)(x+2)(x+4)(x+8) = 13440",

&2 G

f2) Take Quiz

Reasoning Question 1:
Why is sp* hybridization important in chirality?

E sp* hybridization allows for the formation of four different groups
attached to a carbon atom, which is a requirement for chirality.

The answer is ‘It creates the tetrahedral geometry necessary for three-dimensional
arrangements that can result in chirality’.

Reasaning QUEStiDI"l 15: What makes a carbon atom a chiral center?®

"E A chiral center is an sp?® hybridized carbon bonded to four different groups, i
forming non-superimposable mirror images.

The answer is "When it is connected to four different groups’.

&2



Video LLMs

How We Connect? Language Response X, (D (D (D
A Connect ViT and LLM Language Model f¢
A Adapt from Image LLMs
A Handle longer sequences R m m m m mm
A May need more compute — Z H, fH

Vision Encoder

A But less data X, Image X Language Instruction



Video LLMs

Short videos, short captions can they tell the
whole story?

Figure: Video example of M&R'T, which is a widely used
video question answering and captioning benchmark.
Labeled captionfeams are playing soccer.




Video-MMLU

Video-MMLU pushes LMMs to the limits

g : Caption Question-answerin
Dataset henie *Yideo #ave. Duration(s) Number # Word P# Vocab. Ave. Length | Number Type 5
MovieChat-1K [ | ] Movie 1,000 564 1,000 121,077 102,988 121 13,000 Open-ended
MMWorld [0 1] Professional 1,910 107 1,910 - - 66 6,627 Multiple-choice
MLVU [1/6] Open 1,730 930 247 - - - 3,102 Multiple-choice
MVBench [ ] Open 4,000 16 X 4,000 Multiple-choice
LongVideoBench [ "] Open 3,763 473 X 6,678 Multiple-choice
TempCompass [ ] Open 410 < 30 X 7,540 Multiple-choice
Video-MMMU [7] Professional 300 506 X 900 Multiple-choice
VATEX [127] Open 41,250 10 41,250 4,994,768 44,103 15 X
VDC[21] Open 1,027 28 1,027 515,441 20,419 501 X
LongCaptioning [ =] Open 10,000 93 10,000 - = 1,198 X
Video-MMLU (ours) Professional 1,065 109 1,065 520,679 27,613 489 15,746 Open-ended

Table: Benchmark comparison for video understanding tasks.



Video-MMLU

— GPT-40 ——  Frame Caption l
Video — Claude-3.5 — Inlt\l.ldc-ao
T . Description
— Aria ——  Video Caption "J:.';%i%?,‘:,‘,‘,‘;‘-‘s

Only check number and formula
Do not add any new element

Transcript » Claude-3.5 -«

|

Refined Video

. >  Human Check
Description

Reduce Hallucination

Fig. B1: Video-MMLU construction pipeline.



Video-MMLU

801 Total Captions: 1,065
704 Average: 488.9 words
c 0.4 1
_8 60 1
= 50- What is the significance of
< 40 using va and vb as heights?
g 301 0.2
§ 204
=
10 ®
J00 200 300 400 500 600 700 0.0 -
Number of Words '
(a) Video detailed captions length distribution.
._02 i
< 30s 30s~60s 60s~120s 120s~180s > 180s — e _of 0
What color is '"ABSOLUTE'
etk 30.6% L. 26.8% 17.8% : written in on the blackboard?
i . Surface Questions \
< 10frm 10frm~20frm 20frm~30frm 30frm~40frm > 40frm —0.4 —0.2 0.0 0.2 0.4
8.0% 41.5% 19.1% 19.1% 12.4%

Fig. 3: The text embedding space distribution of sur-
face perception questions in green and deeper reasoning
questions in purple.

(c) Keyframes number distribution.

Fig. 2: Visualization of datasets statistics.



Video-MMLU
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Fig. E3: Word cloud of different question-answering pairs in Video-MMLU, showing the diversity.



Evaluation Metric

VDC

GT caption

(Draise
The video showcases an -
exhilarating moment as a @get
snowboarder soars through the
air, executing a stunning trick.
Dressed in a bold red and white
jacket, black pants, and a
protective helmet. The backdrop
to this action-packed scene is a .
breathtaking snowy mountain Lraise
landscape. The mountain's peak
Is visible in the distance. The @)get

—

overall composition of the video
suggests a high-speed descent
down the mountain ...

Who is the main character of this (3®ask
video?
Snowboarder
Q (5)check
et
Snowboarder OF
Who is the main character of this (3®ask
video?
red and white
i ° (5)check
(Dget

red and black «——

generated caption

The video captures a thrilling
moment of a snowboarder in
mid-air, performing an
impressive trick. The
snowboarder, clad in a vibrant
red and black jacket, black
pants, and a protective helmet.
The snowboarderis holding onto
a rope with one hand, suggesting
that they are being pulled up the
mountain by a snowmobile, a
common practice in
snowboarding to gain speed and
momentum ...



Video-MMLU

A 3 Proprietary Models ﬁg/ How the base LLMs influence
A 78 OpenSource LMMs performance
A 6 VisionBlind Baselines
A 9 Vision Token Compression Models ﬁa/ How the vision token
C iInfluence performance

A 4 Omni Models



Video-MMLU

Table 3. Results on Video-MMLU including proprietary models, and open-source LMMs (<40B), across overall performance, detailed

Models LLM Size ‘ Overall | Ave. MamNm';?yl;m Chemistry | Avg.  Math Qll:l];zysics Chemistry .. . - . v e g . g
P captioning (Notebook), and reasoning QA (Quiz) in different disciplines. Darker shades indicate better performance.
0.5B 429 | 225 231 444 0.01 633 492 888 5.19
- 1.5B 16.49 7.66 5.79 8.88 833 25.33 2039 2692 28.67
Qwen2.5 [109] 3B 2064 | 1131 1188 1424 781 3197 2758 3212 36.23 i Notebook Quiz
v | 2475 | 156 o8 1745 1see | s sl s 9w Models LM Size ‘ Overall | Avg. Math Physics Chemistry | Avg. Math Physics Chemistry
7B 2499 | 944 888 1277 6.69 4054 3755 3976 4331
Proprietary Models Proprietary Models
Gemini-1.5-Flash .
Gemini-1.5-Flash - - 27.69
GPT-4o
Claude-3.5-sonnet GPT-40 = =
soﬁni?if&rfzzsléﬂg_;]ﬁm SmolLM2 [7] 135M 895 | 1541 1187 250 162 250 3.40 Claude-3.5-sonnet j -
SV Mo500M (3] swalMa s | 1105 | 1724 1.9 ase 365 7 asl Open-Source LMMs (20B)
SmolVLM SmolLM2 1.7B 14.14 17.2. 1491 11.03 6.4 15.71 11.2¢
DeepSeek—ﬁ.&-]l.SB 4] DcepSeek-LthZJLHJ 1.3B 15.28 20.5; 13.30 9.98 10'3595 8.557 1 1.0; Ll'aVA-NEXTms'] Vicuﬂa [22] l 3B 8' l 3 16'27 9'95 22'55 1 6 32 0'0 00 0'0 00
E@@;Lz.zvi ucc;l s Emﬁ; 116] 1.23 }z?g ::,.:15; gg; 161.5095 l566185 Eﬂgs 162.2;55 ShareGPT4V-13B [20] Vicuna [29] 13B 11.57 18.37 17.13 19.31 18.69 4.78 4.06 5.00 5.30
ot o VLSl e e B 1se | 175 T BT 0P 625 Cambrian-13B [9] Vicuna [29] 13B 1456 | 21.77 20.14 2421 20.97 736 416  10.71 7.21
gﬁgﬁ%ﬁ gzgzﬁ ‘l’jg }ggg dost) 323 13921579 ‘79-13; }g:?:? ‘7‘_2‘23 VILA1.5-13B [68] Vicuna [29] 13B 15.71 2495 2421 22.66 28.00 6.48 2.73 6.68 10.05
LLaVA-OneVision-OV [61] Qwen2 [03] 05B | 1960 | 2377 2242 1543 1482 1392 17.55 InstructBLIP-13B [33] Vicuna [29] 13B 15.89 2232 1496  26.51 25.49 5.17 15.35 7.89
P e o | o by InternVL-Chat-V1-1 [26] LLaMA2 [90] 13B 21.53 | 2483 2230 2631 25.88 1329 2178
wen2.5-VL-3B wen2.5 3B 2!
gquim_u_ 2Bm‘-‘-‘4 gwenz. : ﬁ N 2%";2 S — LLaVA-1.5 [70] Vicuna [29] 13B 21.58 16.74 12.75 21.75 15.72 26.07
Apollo-1.5B [130] Qwen2.5 [109] 1.5B } 2643 2632 OmChat-v2.0-13B [127] Qwen2 [93] 7B 21.91 2457 21.26 25.61 20.71
5B L) ey o PLLaVA-13B [107] Vicuna [29] 13B 2625 | 21.08 1775 2142
;ﬁegﬂ‘\;{-j;ﬁ 251 'ﬂ'lfhr?iﬁfu“]—fﬂ ;-gg InternVL-Chat-V1-5 [26] InternL.M [36] 20B 26.00 21.35 26.31
SAIL-VL-2B [35] Qwen2.5 [109] 158 CogVLM2-LLaMA3-Chat-19B [52] LLaMA3 [6] 8B 2408 21.33 2491
Phi-3.5-Vision (1] Phi3.5-mini (1] 3.8B
xggﬁf;?!jécé;‘m‘“jm gj\ﬁg“;mﬁﬁ 33335 Open-Source LMMs ("40B)
Aria [62] 66 Experts MoEs 398 Cambrian-34B [29] Nous-Hermes-2-Yi [20] 34B 20.52 22.10 6.78 5.85
Open-Source LM (35) e L] s InternVL2-26B [26] InternLM2 [16] 20B 26.19 2877 11.11 14.00
lnstru_chBLIP-TB 23 Vicuna [29] 7B InternVL-Chat-V1-2-Plus [26] Nous-Hermes-2-Yi [80] 34B 21.23 21.05
é‘;‘;‘;ﬁg’&m n “Iyl"ff]m b InternVL2-40B [26] Nous-Hermes-2-Yi [80] 34B 25.71 20.95
Mantis-8B-siglip-llama3 [56] LLaMA3 [4] $B InternVL-Chat-V1-2 [26] Nous-Hermes-2-Yi [R0] 34B 23.14  26.66
Mantis-8B-Idefics2 [56] Mistral [3] 7B
LLaVA-15 [10] Vicuna [29] 7B VILA1.5-40B [68] Nous-Hermes-2-Yi [80] 34B - 28.33
o Nl s PLLaVA-34B [107] Nous-Hermes-2-Yi [20] 34B 2053 2210
?,!;"ﬁsgf;g;:“gf 156] IQHMAE gg LLaVA-NeXT [63] Nous-Hermes-2-Yi [80] 34B 23.58 25.72
1deo-! 2 cuna
LLaVA-NeXT [63] Vicuna [29] 7B lLaVA-NeXT.LﬁSJ QWEI'll 5 D_DJ 32B 23.10‘ 22.96
J?]‘;‘E‘EK‘}’LOE,% (i) g:::‘ﬁ& Zg InternVL2.5-26B [25] InternL.M2.5 [16] 20B
ShareGPT4V-TB [20] Vicuna [29] 7B InternVL2.5-38B [23] Qwen2.5 [109] 32B
LLaVA-NeXT [63] LLaMA3 [4] 8B
PLLaVA [107] Vicuna [29] 7B
InternVL2 8B [26] InteraLM2.5 [16] 7B
DeepSeek-VL-7B [74] DeepSeek-LLM [14] 7B
VILALS-8B 68] LLaMA3 [6] 8B
XComposer2 [36] InternLM2 [16] 7B
LLaVA-NeXT [63] Mistral [5] 7B
Qwen2-VL-7B [93] Qwen2 [93] 7B
LLaVA-NeXT-Video-7B [125] Qwen2 [93] 7B
LLaVA-OneVision-OV [41] Qwen2 [93] 7B
Apollo-7B [130] Qwen2.5 [109] B
Qwen2.5-VL-7B[13] Qwen2.5 [109] 7B
Valley-Eagle [103] Qwen2.5 [109] 7B
MiniCPM-V 2.6 [112] Qwen2 [93] 7B
InternVL2.5-8B [23] InternLM2.5 [16] B
MiniCPM-0 2.6 [112] Qwen2.5 [109] 7B




Video-MMLU

-()- Proprietary models consistently outperform opesource models.

-( )- Lecture understanding in models relies more on textual content in frames than on animations.

70
60 1 ©
501
o
£ 401 I_ :{
3 , 2
30 i EE
20 4 s;,. =
10- i
0_

Math Physics Chemistry
Mean: 21.77 Mean: 27.03 Mean: 27.27

Fig. 6: Score distribution.



Video-MMLU
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Video Detailed Captioning Performance
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Opensource video LMMs may not exhibit clear advantages over image LMMSs.

-()- Large scale LMMs do not show clear advantages over smaller ones.

| A Claude-3.5-Sonnet

Pearson Correlation = 0.40
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Video-MMLU

O'- Larger LLMs enhance lecture understanding but with diminishing returns.
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Model Pairs

Fig. 8: Impact of LLM size.



Video-MMLU

QA Performance (Quiz)

70 4
Models with better Caption: 52 _-
Models with better QA: 26 O ot
60 - -
Qwenl.5 //”
_/ -
50 - O e
-
A O A
40 - @ Ph|3 5-mini ,’ cIIBE,
o (Phi3-mini CQwenZ 5®O O
30 - San) @
Nous Hermes-2 Y| i InternLMZ 5
L :MA3 12 )_{ )
20 - Mistral | rprM Qwen e?k LL@
VlcunaO InteranaMAz Qwen2
,,” Fuyu molLMZ@ Trend: r=0.45, p=0.000
0 ’,»’ % QA > Caption
Caption > QA
1 1 1 I | 1 I 1
0 10 20 30 40 50 60 70

Caption Performance (Notebook)



Video-MMLU

Can LMMs with visual token compression sustain strong performance in complex, contexiecture
understanding tasks like Vide®MMLU?

46
. Notebook Avg
A MiniCPM-0 2.6 Quiz Avg
D O
S
R 30- O
Q O
— O
S 251 InternVL2-8B ©) o
S
S Q
— 201
& ¢ O
15
@ VvideoChat-Flash-2B () Chat-UniVi O LLaMA-VID-7B
O VvideoChat-Flash-7B (O Chat-UniVi-7B-v1.5 @ LLaMAVID-13B
@ AuroraCAP-7B © PvcsB Q© InternVideo2.5-78
10 . - — - ————
2 10 50 100

# visual tokens (log scale)



Video-MMLU

Can LMMs w

| token compression sustain strong performance in complex, contextiecture

th visua

understanding tasks like VideMMLU?
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Video-MMLU

A Video-MMLU: https://arxiv.org/abs/2504.14693
A Github: https://github.com/Espere1119-Song/VidecMMLU
A Benchmark: https://huggingface.co/datasets/Enxin/VidedMLU

A Eval Code: https://github.com/opercompass/VLMEvalKit
A Project Page: https://enxinsong.com/VidedIMLU-web/
A Workshop Page: https://sites.google.com/view/loveucvpr24/tracklb



Video-MMLU

Multimodal Video Agent Workshop hosted in CVPR 2025.

Track 1B: Multi-Discipline Lecture Understanding
Challenge

= This track evaluates models' ability to understand and reason over lecture videos in mathematics, physics, and chemistry.

= The task consists of video detailed captioning(Review Notes) and question answering (Take Quiz), both required for final
evaluation.

= The benchmark is based on the Video-MMLU.
« The final score is the average of the captioning and QA scores.

= The top winner will be recognized at the workshop and awarded official certificates.

= |f you encounter computational resource limitations during the evaluation, we can assist with testing.

E Video-MMLU: A Massive Multi-Discipline Lecture Understanding Benchmark D
g

Video-MMLU

Model

SilVR

Claude-3.5-sonnet-20241022

GPT-40-2024-05-13

InternVL2.5-38B

TW-GRPO

FlexSelect

MiniCPM-o0 2.6

InternV/L2.5-26B

Gemini-1.5-Flash-002

Aria

InternVL2.5-4B

LLaVA-NeXT-Owen-32B

Mini-InternVL-Chat-4B-V1.5

InternV/L2,5-8B

MiniCPM-V 2.6

Size

7B

38B

7B

7B

8B

268

3.98

4B

328

48

aB

7B

#F

3z

32

32

32

32

32

32

32

32

32

32

3z

32

32

#T

18.75

18.75

Overall

80.41

69.34

49.41

49.35

489

48.75

44.89

44.39

43.63

42.87

40.74

40.43

39.98

39.51

39.31

-

Notebook

78.8

67.4

53.9

37.0

421

324

54.8

39.7

38.5

45.1

36.8

27.0

25.8

34.5

436

Quiz

82.0

55.7

65.1

35.0

49.1

47.8

40.6

447

53.9

54.2

44.5

35.1



Some of our work on LLidased video understanding

Long‘ MovieChat: From Dense Token to Sparse Memory for Long Video Understanding
Computer Vision and Pattern Recognition (CVPR), 2024

MovieChat+: Questioraware Sparse Memory for Long Video Question Answering
IEEE Transactions on Pattern Analysis and Machine Intelligence (TPAMI), 2025

Detail @ AuroraCap: Efficient, Performant Video Detailed Captioning and a New
Benchmarkinternational Conference on Learning Representations (ICLR), 2025

Knowledge‘ Video-MMLU: A Massive MultDiscipline Lecture Understanding Benchmark
International Conference on Computer Vision (ICCV) Workshop @ Findings

Efficient @ AuroraLong: Bringing RNNs Back to Efficient Ofigrded Video Understanding
International Conference on Computer Vision (ICCV), 2025



Something Ongoing
Can Sparse Attention performs well in Video Understanding? (Figure: DeepSeek NSA)

Native Sparse Attention Mechanism
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I I . Sliding Attention Mask
Output Output Output L e e e e i et 0 e

[ Gated Output ] I:IAttention Score DQueryToken I:":l Activated Token E_EEvicted Token Dlgnored Token
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THANK YOU
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